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Patterns of genetic variation in natural populations are shaped
by, and hence carry valuable information about, the underlying
recombination process. In the past five years, the increasing
availability of large-scale population genetic data on dense sets
of markers, coupled with advances in statistical methods for
extracting information from these data, have led to several
important advances in our understanding of the recombination
process in humans. These advances include the identification
of large numbers of ‘hotspots’, where recombination appears
to take place considerably more frequently than in the
surrounding sequence, and the identification of DNA sequence
motifs that are associated with the locations of these hotspots.

Addresses
Department of Statistics, University of Washington, Seattle, WA 98195,
USA

Corresponding author: Stephens, Matthew
(stephens@stat.washington.edu)

Current Opinion in Genetics & Development 2006, 16:565-572

This review comes from a themed issue on
Genomes and evolution
Edited by Chris Tyler-Smith and Molly Pizeworski

Available online 16th October 2006

0959-437X/$ - see front matter
© 2006 Elsevier Ltd. All rights reserved.

DOI 10.1016/j.gde.2006.10.001

Introduction

Recombination tends to reduce population-level associa-
tion among alleles at neighboring markers, commonly
known as ‘linkage disequilibrium’ (LD). As a result,
the expected amount of LD between markers depends
on the recombination rate between them [1], and by
measuring LD in natural populations one can attempt
to learn about the underlying recombination process.
"T'his potential for genetic variation in natural populations
to yield insights into recombination has been recognized
for some time [2,3]. However, until recently, its useful-
ness in practice has been limited by two factors: the
expense of collecting appropriate data on fine-scale popu-
lation genetic variation, and the lack of efficient statistical
methods for performing analyses. The past five years have
seen significant advances on both fronts. The develop-
ment of cheap, reliable, high-throughput genotyping
technologies has facilitated the collection of dense gen-
ome-wide data on human genetic variation [4,5]. And
advances in statistical methodology (e.g. [6-8]) have
made it easier to extract the desired information from

these data. Together, these advances have led to several
exciting new insights into the recombination process,
particularly recombination in humans. Here, we review
both the basic ideas behind the use of population data to
learn about recombination and some of the new knowl-
edge this approach has recently produced.

Recombination and population genetic
variation

Patterns of genetic variation in a sample of unrelated
individuals from a population are the product of many
mutation and recombination events that have occurred
over many generations in the ancestors of that sample.
One consequence of this is that population genetic data
provide estimates of the zverage recombination rate over
many individuals, both males and females, over a long
period of time. This is worth remembering when compar-
ing estimates from population data with estimates from
other approaches, such as sperm-typing.

Another consequence of genetic variation being shaped
over many generations is that it has the potential to inform
about recombination rates on a very fine scale: although
few recombinations occur in any single meiosis, the
ancestral history of a sample of humans typically spans
many thousands of meioses, and so even a single kilobase
of sequence might have undergone several recombination
events. More specifically, the number of crossover events
experienced in the ancestry of a given region depends on
a quantity known as the ‘population recombination para-
meter’, usually denoted by p, and defined to be p = 2N,
where ¢ is the probability of crossover occurring in the
region in a single meiosis, and N, is the ‘effective popula-
tion size’, which can be thought of as a measure of the
average relatedness of individuals in the population.
Because patterns of variation in population samples
reflect the number of crossover events experienced in
their ancestry, population genetic data actually provide
estimates of p rather than direct estimates of ¢. In other
words, they provide estimates of the recombination rate
only up to some (unknown) population-specific scaling
constant.

The fact that estimates of recombination rates from
population data are scaled by a population-specific con-
stant is important to bear in mind when comparing
estimates obtained from samples from different popula-
tions. However, it is not really a severe impediment to
learning about recombination from population data. For
example, provided one is willing to assume that the
average relatedness, NV, is constant across the genome
— this is probably reasonable in the absence of strong
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selection — then one can learn about 7e/ative recombina-
tion rates in different genomic regions by comparing the
respective estimates for p. Furthermore, it is also possible
to estimate 1V, itself, for example by comparing estimates
of ¢ from genetic maps with estimates of p from popula-
tion data.

Extracting information from population data

The ability to use population data to learn about fine-
scale recombination rates across the genome is an enticing
prospect, particularly given that genetic data on pedigrees
of closely related individuals, which form the basis of
traditional genetic maps [9,10], provide estimates of the
recombination rate with a much lower resolution (e.g.
available maps do not provide accurate estimates of the
recombination rate over regions smaller than about 1 Mb
in humans). However, unlike data on pedigrees, the
relationships among samples from a population are
unknown, which makes the task of inferring recombina-
tion rates from population data substantially more diffi-
cult, at least conceptually. Although many approaches
have been developed for this problem, the most practical
and powerful approaches available today all grew out of
work based on the coalescent [11,12].

The basic idea behind the coalescent is to attempt to
model the ancestry of genetic material sampled in the
current population, following it back in time through the
mutation and recombination events that have occurred
since the sampled individuals shared a common ancestor.
This is a natural approach to the problem because, as
noted above, it is exactly these mutation and recombina-
tion events that have produced the patterns of genetic
variation observed in a sample. If one could somehow
deduce this sequence of events from the data and identify
where each recombination event occurred, then this
would provide an estimate of the population recombina-
tion rate, p, and a powerful means to deduce properties of
the underlying recombination process. However, for
moderate-sized genetic regions (e.g. a few kb in humans),
there are typically huge numbers of possible event
sequences that could have created the observed data.
As a result, despite several attempts (e.g. [7,13,14]),
approaches based on attempting to directly reconstruct
the sequence of recombination events are generally com-
putationally intractable for realistic datasets [7].

Instead, researchers have turned to approximate
approaches that nevertheless capture much of the infor-
mation in the data. These approaches include the ‘pair-
wise composite likelihood’ approach of Hudson [6] (see
also [15,16,17°,18°°]), the ‘region-wise composite likeli-
hood’ approach of Fearnhead ez a/. [19,20°], and the
‘product of approximate conditionals’ (PAC) model of
Li and Stephens [8]. The composite likelihood
approaches compute likelihoods under well-established
(if simplistic) population-genetics models and reduce

computation to manageable proportions by separately
considering small subsets of the full data (i.e. every pair
of single nucleotide polymorphisms [SNPs] for the pair-
wise approach; non-overlapping sets of ~5-10 contiguous
SNPs in the region-wise approach). This information is
then combined across subsets by treating them as inde-
pendent, which is blatantly untrue for the pair-wise
approach, but appears to work surprisingly well in prac-
tice. By contrast, the PAC model treats all SNPs simul-
tancously, using a new model that attempts to capture the
important qualitative features of established population
genetics models while being more computationally tract-
able. Comparison of these methods on simulated data
suggests that they have generally similar average accuracy
[21°]. Simulations studies also suggest that inferences
regarding relative recombination rates are somewhat
robust to deviations from the overly simplistic models
for population demography on which all these methods
are based [8,21°,22°°]. Figure 1 contains an illustration
of how patterns of LD in a 10kb region in 7TAP2
(Transporter 2) [23] inform about the location and inten-
sity of a recombination hotspot. Further information can
be found in the original studies cited above and in the
review article by Stumpf and McVean [24].

Insights into crossover

One of the most striking observations to come out of early
large-scale data on human genetic variation was that
patterns of LD appeared to be somewhat ‘blocky’. That
is, the genome could be thought of as consisting of
“blocks of variable length over which only a few common
haplotypes are observed, punctuated by sites at which
recombination could be inferred” [25]. In one 216 kb
segment of the major histocompatibility complex (MHC),
Jeffreys ez al. [26] showed by sperm-typing of eight UK
males that crossover events were clustered into narrow,
1-2kb, regions known as ‘hotspots’. They also showed, by
graphical displays, that the locations of (at least some of)
these hotspots coincided with a breakdown of LD, sug-
gesting that patterns of LD might enable the identifica-
tion of similar such hotspots in other genetic regions. This
was an attractive idea because genome-wide data on
human genetic variation were just becoming available,
and so an analysis of patterns of LD could be performed
on a genome-wide scale, whereas such large-scale sperm
analyses are currently infeasible.

However, graphical displays of LD, although useful sum-
maries, are limited in that they do not provide quantita-
tive measures of either the intensity of any hotspots
identified or, indeed, the confidence one should place
in their existence. Using two different statistical
approaches that overcome these limitations, and two
different datasets, both McVean ez 4/. [18°°] and Crawford
et al. [22°°] (see also Fearnhead and Smith [20°]) found
evidence for substantial variation in recombination rates
across the genome. Similar analyses have since been used
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Explanation and illustration of how patterns of LD in a 10 kb region in
TAP2 inform about the location and intensity of a recombination hotspot
characterized by sperm-typing [23]. (a) Graphical display of a measure
of LD, D’ (see [49]), computed for every pair of SNPs in the population
sample of haplotypes obtained by Jeffrey et al. [23]. Dark shading
corresponds to stronger LD (higher D’). The preponderance of lighter
shading in the lower right-hand corner, and of darker shading in the two
triangular regions either side, is suggestive of a recombination hotspot

to identify over 25 000 hotspots in three populations
[27°°]. All the above studies, and others, have also made
some attempt to quantify the extent of the variation in
crossover rate across the genome (e.g. in terms of the
frequency of recombination hotspots, typically estimated
as 1 hotspot per 30-50 kb). These studies have also
estimated the proportion of crossover events occurring
in a given fraction of the sequence; for example, Myers
et al. [27°°] estimated that 80% of recombination occurs in
10-20% of the sequence. However, although such esti-
mates can be helpful for simulating realistic population
data, it would be unwise to place undue emphasis on
them in terms of the actual underlying recombination
process, both because population data provide estimates
based on averages across individuals (and therefore will
tend to underestimate the severity of the clustering if
there are differences among individuals) and because the
inference is likely to be sensitive to underlying assump-
tions, such as what constitutes a hotspot, or what prior
distributions or smoothing penalty should be used for
changes in recombination rate. It is worth noting that
carlier studies, including those by McVean ez /. [18°°] and
Crawford ez al. [22°°], were conducted at a time when the
ubiquity of human hotspots was less clear and, therefore,
they deliberately made assumptions that were designed
to seldom detect hotspots where they did not exist. As a
result, these studies are likely to have underestimated the
amount of fine-scale variation.

Taken together, the sperm-typing data and population
genetic variation suggest strongly that, throughout the

near the center of the region. Red vertical and horizontal lines delineate
the approximate location of a recombination hotspot found by sperm-
typing (see (d)). The composite likelihood method of Hudson [6] can be
thought of as computing a likelihood (for the population recombination
rate, p) for each value of D’ represented in this plot, and then combining
information across these pairwise measures by multiplying together
these likelihoods. (b) Graphical illustration of how the PAC model from Li
and Stephens [8] identifies a recombination hotspot in TAP2. Unlike the
composite likelihood method, the PAC model considers all SNPs
simultaneously. Intuitively, the PAC model can be thought of as
considering each observed haplotype in turn and attempting to
represent them as a ‘mosaic’ of the previously-considered haplotypes.
The figure illustrates such a set of mosaics obtained for 30 (of the 60)
haplotypes from Jeffreys et al. [23]. Each row in the figure represents a
haplotype, with colors showing the mosaic pieces used to create each
haplotype in turn (starting from the bottom haplotype, up). Changes in
the colors, emphasized by black circles, can be thought of as being
caused by recombination events in the ancestry of the sample, and the
frequency of black dots in any region therefore gives a quantitative
indication of the recombination rate in that region. The preponderance of
black dots within the vertical black lines suggests the existence of a
recombination hotspot in the same position as suggested by sperm
typing. (c) Estimates of the relative recombination rate in the region
obtained using the PAC model (implemented in the software PHASE
[22°°,50]). The axis is scaled to have a minimum value of 1. The
estimated crossover rate is elevated in the region identified to have an
increased recombination rate in sperm (again delineated by vertical red
lines). (d) Histogram showing distribution of crossover events identified
by sperm-typing in a single male, taken with permission from Jeffreys
et al. [23].
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human genome, the locations of crossover events tend to be
highly clustered. Further, the identification of a large set of
hotspots, even if inevitably somewhat arbitrarily defined,
enabled Myers e a/l. [27°°] to identify several interesting
connections between particular sequence contexts and
hotspots. In particular, the sequence motifs CCTCCCT
and CCCCACCCC and the two retrovirus-like retrotran-
sposons THE1A and THE1B are all substantially enriched
in hotspots. Some types of repeat (e.g. C'T-rich and GA-rich
repeats) were over-represented in hotspots, whereas others
(e.g. GC-rich repeats) were under-represented. Although
in most cases these under- and over-represented features
might reflect correlations rather than causal relationships,
Myers ¢ al. [27°°] noted that variation across males in the
intensity of the DNAZ hotspot [28] coincides with the
presence or absence of a particular CCTCCCT motif
within the hotspot — owing to a SNP in this region, some
haplotypes carry the motif, whereas others carry
CCCCCCT. This strongly suggests a direct role for this
motif in regulating recombination. Subsequently, the
motif CCCCACCCCC was found to affect the variability
of crossover activity across males in the N/D7 hotspot [29°],
providing further evidence for at least some regulation of
recombination by certain motifs [30].

Aside from such sequence features that appear to be
specifically associated with narrow hotspots, other
sequence features have also been found to be more
generally associated with rates of crossover. For example,
just as pedigree studies have found sequence G + C
content to be positively correlated with estimated cross-
over rates on the Megabase scale [10], so population data
suggest that this correlation is present at considerably
finer scales. The study by Fearnhead and Smith [20°]
found G + C content to be slightly elevated in estimated
hotspots (46.6% inside versus 44.2% outside). Crawford
et al. [22°°] also found SNP density, or diversity, to be
positively correlated with crossover rates, although not
specifically with narrow ‘hotspots’. By contrast, Fearn-
head and Smith [20°] found SNP density to be elevated
by a factor of ~1.5 in hotspots compared with outside
hotspots, and certain hotspots, including 7APZ2, appear to
contain a higher density of SNPs than do surrounding
regions [23]. These observations are consistent with
recombination being mutagenic, evidence for which
has been observed in experiments with yeast [31].

Studies based on pedigrees [10] have found a positive
correlation between gene density and recombination rate.
By contrast, McVean e a/. [18°°] found that average
estimated values for p were smaller inside genes than
outside. However, it is difficult to know how much of this
decrease in estimates might be due to selection acting
preferentially near genes, because certain types of selec-
tion would be expected to reduce LD and hence decrease
estimates of p. By contrast, it is harder to imagine how
selection might account for the more complex patterns

found by Myers ¢z a/. [27°°], who showed that estimated
recombination rates are, on average, lower within genes,
but that as one moves away from a gene the average
estimates increase symmetrically in either direction for
about 30 kb before decreasing again. It has also been
suggested [32,33] that certain types of selection could
give rise to patterns of LD that look like ‘hotspots’ for
crossover, although given the generally good correspon-
dence between sperm-typing and L.D-based results it
seems unlikely that selection accounts for the majority
of hotspots thus-far identified from population data.

Hotspot evolution

Several studies have now been performed comparing
patterns of LD in humans and other primates — most
notably comparisons of humans with chimpanzees. All
have found that the different species appear to share few
crossover hotspots [34,35°,36°%,37°°]. Thus, population
data suggest that hotspots can come and go on relatively
short evolutionary time-scales. This raises the question of
whether there might even be substantial differences in
average fine-scale crossover rates among different human
ethnic groups, and indeed there does seem to be some
evidence for this in population data from different con-
tinents [20°,22°°]. However, population data are not ide-
ally placed to answer this question, because the fact that
human ethnic groups share a substantial amount of their
genetic history means that differences — should they
exist — among the average recombination rates of current
continental groups might not be fully reflected in patterns
of LLD. Thus, perhaps a stronger indication that average
rates are likely to differ across groups is the fact that
sperm-typing data suggest sequence polymorphisms can
affect hotspot activity across individuals [28,29°], and so
one would expect average recombination rates in some
regions to differ across ethnic groups owing to frequency
differences in such polymorphisms.

The speed of evolution of hotspots can also be studied by
comparing estimates of crossover from sperm-typing
experiments with estimates based on LD data. Because
LD data provide estimates of the average crossover rate
over many thousands of generations, whereas sperm data
provide estimates based on extant individuals, rapid
evolution of hotspot locations would be expected to
create disparities between the two estimates. Thus,
although in some regions there appear to be large differ-
ences between estimates based on the two types of data
[38°,39°], the generally good concordance between
sperm-typing and LD data perhaps suggests that hotspots
evolve at an intermediate rate over tens or hundreds of
thousands of years.

Insights into gene conversion

Although the vast majority of studies relating recombina-
tion to patterns of LD have focussed on crossover
(i.e. recombination that results in exchange of flanking
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markers), a few have also studied gene conversion
(i.e. without exchange of flanking markers). Here, we
focus on the simplest case of allelic gene conversion
between homologous regions.

The main effect of gene conversion on population data is
to decrease LD at small scales (e.g. over a few hundred
base pairs), leaving LD at larger scales relatively unaf-
fected. Given that human population data generally
appear to have less LD at short scales than expected
on the basis of observed patterns of crossover alone, gene
conversion might play a non-negligible role in shaping
LD [1]. However, the effect of gene conversion on LLD is
substantially more subtle than that of crossover, and so it
might be difficult to use LD to learn about variation in
rates of gene conversion on very fine scales. For example,
one might like to know whether hotspots for crossover are
also hotspots for gene conversion. However, whereas a
hotspot for crossover affects patterns of LD among all
markers either side of the hotspot, a hotspot for gene
conversion affects only markers wizhin the hotspot, and
because many hotspots can contain few markers it seems
that detecting hotspots for gene conversion from LD data
will be difficult. Characterizing rates of gene conversion
by sperm-typing is also difficult but has been done for a
few regions known to harbor -crossover hotspots
[29°,40°°,41°], and most appear to be hotspots for gene
conversion as well as crossover, consistent with the
hypothesis that crossover hotspots are due to increased
rates of double-strand break formation.

Therefore, in contrast to studies of crossover, most studies
of gene conversion from population data have focussed on
estimating average rates across the genome, rather than on
estimating fine-scale variation. Specifically, these studies
have tended to focus on estimating the average ratio of
gene conversion to crossover, / = y/p, where ¥, the analo-
gue of p for gene conversion, is equal to 2N,g, and g is the
probability of gene conversion occurring in a single
meiosis. Among other things, f has the happy property
that it does not depend on the unknown scaling constant
N,, which appears in both y and p. An early study [16]
estimated a genome-wide average value for f of ~4-25.
Under the double strand-break model for recombination
[42], in which gene conversions and crossovers are alter-
native outcomes of Holliday junction resolution, this
would translate into Holliday junctions being resolved
as gene conversions some 4-25 times more often than as
crossovers. Another study estimated a similar value of f in
the range of 3-10 [43]. A later study [17°], based on more
data, had substantially smaller estimates: f ~ 0.3 for Eur-
opeans and f ~ 1.0 for African Americans. These values
were similar to those of another study that estimated
f = 1.6 in a worldwide sample [44°].

The large differences between estimates from some
studies are partly a reflection of the difficulty of the

statistical inference problem, and particularly in the rela-
tive lack of ‘informativeness’ of the data for estimating
rates of gene conversion. It is also worth noting that there
might actually be variation in f among the different sets of
regions studied. In support of this possibility, sperm-
typing experiments suggest that f can vary across regions;
Jf was estimated to be ~4-15 in two hotspots of the MHC
region (hotspots DNA3 and DMB2 [40°°]), ~0.3 in the
hotspots SHOX and NID1 [29°,40°°], and <0.1 in the
B-globin gene region [41°].

When comparing estimates of f from sperm-typing and
LD data, it is also worth noting that all the LD studies
mentioned above estimated f assuming that the average
length of sequence affected by each gene conversion
event (i.e. the average fract length, usually denoted 7) is
500 bp. Although very limited data are available for
estimating 7 the most recent data from sperm
[29°,40°°] suggest that most gene conversion tracts in
humans are short (<1 kb), and that average tract lengths
could be considerably shorter than 500 bp, perhaps closer
to 100 bp. Estimated values for f from LD data scale,
approximately, with the inverse of 7. Therefore, had the
above studies assumed 7= 100, then their estimates of f
would be expected to be roughly five times bigger (e.g.
f=25-125 in the study of Frisse ¢z a/. [16] and f= 1.5
(Europeans) and 5.0 (Americans) in the study of Ptak ¢ /.
[17°]).

Population data have also been used to study gene con-
version in organisms other than humans. Indeed, some of
the first insights into gene conversion from population
data came from Langley ez a/. [45], who explored two
regions of the X chromosome in Drosophila melanogaster
that had low estimated rates of crossover but similar levels
of LD breakdown compared with areas that had normal
rates of crossover. The authors suggest that this might be
due to these regions having a strong bias in favour of
resolving Holliday junctions as gene conversion events
without crossover [46]. More recently, Plagnol ¢z a/. [47°]
examined rates of crossing over and gene conversion in
Arabidopsis thaliana using a genome-wide survey consist-
ing of 1347 fragments (500-600 bp each) sequenced in 96
accessions. Using LD techniques, they estimated gen-
ome-wide average f of ~1. However, they also found
evidence for variation in f across the genome, and, in
particular, they found that estimated crossover and gene
conversion rates were not highly correlated across regions.
In summary, LD analyses have provided substantially less
information about gene conversion in humans than cross-
over. Although one might hope that improvements to
existing statistical methods might help this situation, this
may be over-optimistic [48].

Conclusions and perspectives
In conclusion, recent analyses of patterns of genetic
variation in population samples have provided substantial
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insights into recombination in humans: throughout the
human genome, recombination events tend to cluster into
a relatively small proportion of the total sequence; certain
sequence motifs appear to be directly related to recom-
bination in some regions; and, over fine scales, recombi-
nation rates in humans appear to differ from those in
chimpanzee. In the near future, we can expect to see
further progress, particularly with regard to more com-
prehensive comparisons of recombination rates in
humans and chimps, and perhaps also other primates,
which should help further elucidate the factors that affect
recombination on both fine and broad scales.
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